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Abstract

In this paper we show how an interactive system can be
distributed among several peer devices. By taking advan-
tage of the current trend towards ambient intelligent envi-
ronments, we can make use of a combination of computing
resources in the surrounding of the user to function as one
logical interactive system; an interaction space. Our ap-
proach relies on the fact that nowadays most computing re-
sources are network-enabled and publish their device pro-
file using some special-purpose protocol. For this reason,
federations of devices that support the tasks of the user can
be composed automatically according to the requirements
of these tasks. This distribution of the user interface over
a federation of devices can be local or non-local. It raises
the opportunity for supporting collaborative tasks with the
same user interface with little or no extra effort from the
user interface designer. Future tools supporting the design,
creation and deployment of distributed interactive systems
using device federations should maintain usability and use-
fulness of a dynamic distributed system. We use two dif-
ferent metrics to cope with these problems: interface com-
pleteness and interface continuity.

1 Introduction

Modern middleware solutions allow mobile and embed-
ded software components to communicate with each other
while residing on heterogeneous platforms. This middle-
ware mostly also offers automatic discovery mechanisms
to locate necessary software and hardware available in an
ubiquitous environment. While this can be considered as
a step toward the ubiquitous computing vision of Mark
Weiser[22], there still exists a large gap between the actual
tasks a user should be able to perform and the user inter-
faces exposed by ubiquitous systems to support those tasks.
This gap is caused mainly by two missing pieces: the lack of

a suitable (task-centered) user interface design approach on
the one hand and the lack of support for distributable user
interfaces in ubiquitous environments on the other hand. In
this paper we present our ongoing work to enable the design
and deployment of effective distributable user interfaces for
heterogeneous environments.

With new emerging communication technologies (such
as web services) becoming available on a wide diversity of
devices, there is an opportunity to exploit the potential of in-
terconnected personal mobile devices to create adistributed
interaction space. A distributed interaction space uses var-
ious resources that are available in the user’s environment
and which can be accessed by the user. We distinguish
two types of distributed interaction spaces in this paper: a
personalinteraction space where one person interacts with
the interactive system and acollaborativeinteraction space
where different persons can use the interactive system.

The goal postulated in this paper, supporting user in-
terfaces for distributed heterogeneous environments, serves
multiple purposes. First of all it allows a user interface to be
distributed among several heterogeneous devices in a trans-
parent way. This can be done eithermanuallyor automati-
cally: a specialized distribution manager can make use of a
discovery service to detect the clients in the user’s environ-
ment or the user can indicate which devices she/he wants
to use. Secondly, it can be used to collaborate by sharing
the user interfaces of a particular application among several
users.

As usability metrics, we focus on two concepts: inter-
facecompletenessandcontinuity. The former can be ob-
tained by ensuring all interaction tasks are materialized in
the user’s environment at the required time, the latter is ob-
tained by defining a set of transition rules to progress from
one task to another. Further assessment of the usability
of the system will be provided by taking into account the
CARE properties (Complementarity, Assignment, Redun-
dancy and Equivalence, [6]) to guide the user interface dis-
tribution process.
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The remainder of this paper is structured as follows: sec-
tion 2 gives an overview of the related work in this field.
Next, in section 3 we define the elementary building blocks
to define user interface elements for heterogeneous devices.
Section 4 discusses the interaction spaces in which these
user interface elements reside and section 5 details how
these elements can be distributed over one or more interac-
tion spaces. Section 6 discusses the two candidate metrics
to measure the usability of a distributed interaction space:
continuity and completeness. Section 7 describes two dif-
ferent prototypes of distributed user interfaces that take ad-
vantage of sets of federated devices. Finally, section 8 con-
cludes this paper.

2 Related Work

This research builds upon previous work in different do-
mains such as migratable interfaces, distributed interactive
systems and user interface description languages.

In [2], Bandelloni and Paterǹo have shown that a web in-
terface can be partially or completely migrated. Here, par-
tial migration implies the web interface is split up in two
or more parts that each run on a separate device. This is ac-
complished by exploiting information that is available about
the interactive system and by using a flexible language to
describe the interface presentation. The former relies on
the models that describe an interactive system [15] and the
latter on a specific user interface description language [3].
Approaches such as [2, 15, 3] and [14] have shown that a
combination of XML-based user interface description lan-
guages (UIDLs) [12] and model-based interface design are
best suited to adapt the user interface for new contexts of
use.

Distributable user interfaces can be split up in parts that
are migrated to different interconnected (and embedded) de-
vices in the environment of the end-user. These cooperate
to offer functionality to ease the tasks of the user [19, 5, 20].
Notice that migratability is an essential property for an in-
terface to be continuously redistributable as will be defined
in section 5.3.

Larsson and Berglund identify a set of new require-
ments for designing distributed interfaces in [11]. A model-
based design approach [20] seems appropriate to realize
this. This, however, requires specialized knowledge about
the different models that are used to accomplish this and
considers distribution mostly on a single level of abstrac-
tion.

The distribution of an interface among several locations
can also be observed on traditional desktop systems, where
multiple displays can be used to spread the user interface
of a single application. Research presented in [10] and [17]
goes beyond simple multi-display systems. A virtual co-
hesive interaction space is created where different surfaces

Figure 1. Cooperative Task specification with
simplified related User Interface elements

are connected to each other to create one logical display
surface.

3 Device-Independent User Interface Ele-
ments

In order to create user interface elements that can be used
on different types of devices, we currently use the User In-
terface Markup Language[1]: a high-level XML-based user
interface description language. Each user interface element
is related with a task of the user that needs to be supported,
and can have multiple UIML documents as alternative pre-
sentations for the same task. Figure 1 shows this concept:
the different tasks that need to be supported are specified in
a task specification language presented using the Concur-
TaskTree (CTT) notation, and can be associated with sets
of UIML documents. Each task that requires some type of
interaction (input and/or output) is related to a set of UIML
documents; each UIML document in this set provides a dif-
ferent presentation for the task. According to the platform
on which the user interface element has to be rendered, the
most appropriate UIML document will be chosen, and this
will be rendered on the platform. The declarative nature
of UIML allows a clear separation of the user interface, its
content, the mapping of its abstract concepts onto concrete
widgets and the application logic. This has two main ad-
vantages. First, the separation is beneficial for multi-device
user interfaces. The specified user interface can for exam-
ple be maintained while the target device changes its map-
ping to use the concrete widget available on this platform.
Secondly, experts in different fields can work together on
the user interface (e.g. a content provider, an artist, a user
interface designer, . . . ). UIML is suitable for the creation
of generic user interface designs that can be used for mul-
tiple devices, but the designer needs to provide alternative



UIML documents for different modalities that need to be
supported.

By associating multiple UIML documents with an inter-
action task, the task can be presented in multiple ways (e.g.
in multiple modalities or devices with distinct capabilities).
With this information in place, and in combination with the
device profiles, we now can create a composite user inter-
face that distributes the user interface elements for a set of
tasks over a federation of devices. The devices contained in
the federation can be selected according to the constraints of
the user (e.g. location, accessibility) and requirements (e.g.
tasks execution needs a voice interface no matter what).

4 Distributed Interaction Space

A distributed user interface can be classified using
several dimensions: location-oriented, task-oriented and
device-oriented. In this section we discuss these dimensions
by which we define the distributed interaction space. We
do not focus on traditional properties of a distributed sys-
tem, but only refer to the interactive part of the system in
this classification. For a discussion of the challenges of tra-
ditional distributed systems that influence a distributed user
interface (heterogeneity, openness, security, scalability, fail-
ure handling, concurrency and transparency [7]) we refer
to [20]. For the design, creation and deployment of a dis-
tributed user interface, we can consider three dimensions of
distribution: task-, device-, and location-distribution. The
next subsections discuss each dimension and section 7 will
show some examples of different types of distributed user
interfaces according to these dimensions.

4.1 Task-oriented

A distributed interaction space can be determined by the
tasks one or more users have to execute during a certain
period of time to obtain a common goal. Figure 1 shows
a cooperative task specification in which several users can
have different roles and execute different tasks. The nota-
tion shown here was introduced by Paternò [16]. Each user
has a role in the process defined by the task specification.
In [20] we used sets of tasks that are executed during the
same period in time as one of the primary specifications to
decide on the distribution of user interface elements among
an available set ofInteraction Resources(IRs). An IR is de-
fined as a one-way interaction channel (in- or output) that is
used to communicate with an interactive system. Most tra-
ditional devices (e.g. PDA or mobile phone) are composed
out of several IRs.

4.2 Device-oriented

A distributed interaction space can be determined by
the properties of the available IRs in the surrounding of
the user(s). An increasing amount of devices can publish
a detailed profile that contains the capabilities of the de-
vice. Service discovery protocols support the detection of
networked IRs in the environment of the user(s). In previ-
ous work, we extended the Universal Plug-and-Play (UPnP)
protocol to include the physical location in the profiles of
the available devices [13]. Once a device has been discov-
ered and identified, it should be decomposed into a set of
IRs (which present mainly the separate I/O capabilities of a
device). According to the IRs that are available a distribu-
tion of the user interface elements can be calculated.

4.3 Location-oriented

Although the location of the application logic should be
transparant for the user [7], the actual location of a user in-
terface element in the user’s space has to be determined with
care. In [13] we showed how a graphical three-dimensional
representation of the physical space can help to allocate user
interface elements to the interaction resources that are avail-
able within a space. Using the tool presented in [13] we al-
low the designer to use a spatial distribution topology of the
interaction resources in the user’s environment.

Notice that once the user interface elements are dis-
tributed among the available interaction resources, it does
not change structure as long as there is no user interface
redistribution. This means devices can be stationary or mo-
bile, but even when the mobile device moves this does not
imply a redistribution of the user interface. Figure 2 shows
this concept: the dashed lines indicate the topology of de-
vices (a line indicates there is a communication channel).
During the execution of the task set the topology does not
change although the user can move around with the mobile
device: regardless whether the IR is stationary or mobile.
However, the presentation of the user interface element can
change in response to a change in location of its IR.

5 User Interface Distribution Strategies

In our work, we identify three different types of pos-
sible user interface distribution methods (in ascending or-
der of complexity): user-driven, system-driven and contin-
uous distribution. The next subsections discusses each of
these possibilities. To give the reader an idea of a user in-
terface distribution, figure 3 shows a user interface that is
distributed among a federation of three devices. The Inter-
face Distribution Daemon (IDD) makes sure this is trans-
parent for the application: the three different user interface



Figure 2. Task sets allocated to devices in
a device federation with the UI distribution
topology indicated by the dashed lines.

elements make up one logical composite user interface el-
ement that the application can interact with. The IDD is a
light-weight daemon that supports the distribution of an in-
teractive web interface among different clients running on
heterogeneous devices. A more detailed discussion of such
a daemon can be found in [21].

5.1 User-driven distribution

The end-user connects with the IDD and requests the
user interface for her/his personal interaction space. The
user manually indicates the user interfaces that are visual-
ized on each device in her/his personal interaction space,
used in the session. A collaborative interaction space only
differs in the number of users, since user interfaces can be
duplicated and used in a collaborative fashion.

User-driven distribution relies on the initiative of the
user: in many cases this is preferred since the end-user has
full control over the distribution of the user interface. Figure
4(a) shows a sequence diagram describing the interactions
between the clients and the IDD, with the user interface ele-
ment descriptions in XHTML: it is clear the user has to take
the initiative here.

5.2 System-driven distribution

The end-user connects with the IDD and requests the
user interface for her/his personal interaction space. The

Figure 3. User interface distributed over a
federation of three devices

IDD reacts by executing a service discovery stage in which
the available devices in the user’s personal interaction space
are identified and selected according to their profile.

Figure 4(b) shows a sequence diagram describing the
system-driven distribution approach with the user interface
element descriptions in XHTML. The user does not select
which user interface element to present on which of the
different devices that are available in the personal interac-
tion space. The IDD will first broadcast a device discov-
ery request and obtain the device profiles (including the
physical location of the device), and use this information
to decide upon an optimal distribution. An optimal distri-
bution can be found by defining a cost function that needs
to be minimized. An example of a similar approach can be
found in [14]. In the approach we propose a cost function
C(v1, ..., vn) is used that recursively calculates the weight
of the composite user interfacesd. v1, ..., vn are the dif-
ferent values that typify the weight of servicesd such as
minimum screen size, minimum number of colors, mini-
mum memory size, minimum network bandwidth, . . . For
the case presented here, only screen space has been used
as input for the cost function, but this can be extended to
incorporate more different values.

5.3 Continuous distribution

The end-user may already be engaged in a distributed
interaction session. The changes in the interaction envi-
ronment may trigger changes in the distribution of the user
interface. Devices may join or leave the interaction space
(and thus the composed device federation); causing the need
for the user interface to redistribute among the available de-



(a) User-driven (b) System-driven

Figure 4. Distribution System Sequence Diagrams

vices.
When a new client enters the environment it announces

its presence and sends its device profile to the IDD. If the
new client device better fulfills the requirements for a user
interface of a particular service already running in the in-
teraction space, the IDD can decide to migrate the service
interface to the new client. To decide if a particular service
interface is suitable to migrate from one client to the other,
the same cost function can be used. At this point we have to
constraint user interface redistribution to ensure an optimal
continuity.

6 Interaction Distribution Metrics

In this section we discuss two candidate metrics to deter-
mine the usability of a distributed interaction space: conti-
nuity and completeness.

6.1 Completeness

Completeness of a user interface means that all interac-
tion tasks needed to reach a goal at a particular moment are
made accessible to the user regardless of the devices avail-
able in the environment (including the user’s personal de-
vices). This is achieved by using a task-centered approach
with a task specification as presented in figure 1 for exam-
ple. Completeness is a property of an interactive system
that can be enforced for traditional computing systems, but

is impossible to predict in dynamic distributed systems. The
compositions of a device federation can change over time,
thus a task can become interrupted before completion be-
cause of the lack of an appropriate IR to support the task.

The dynamic nature of a distributed user interface con-
straints design tools to enforce completeness. Although the
designer can make sure all tasks from a task specification
have one or more related presentations, it depends on the
available IRs at a certain moment of time whether the task
that should be executed according to the task specification
can be supported in the environment. In [4] we show how
a task specification can include context-specific parts such
as alternative task sets when a certain IR is missing. It is
impossible for the designer to anticipate on every possible
change in the user environment, thus completeness can not
be guaranteed for a dynamic interaction space. A solution
that is currently explored to cope with this problem is the
usage of AI planning techniques [9], which try to find a
possibility to execute a task set for a given set of devices,
locations and tasks.

6.2 Continuity

User interface continuity ensures the user can interpret
and evaluate the internal state of the system while using dif-
ferent input/output devices. Even when the distribution of
the interface parts changes at run time, this property should
hold. Providing support for the preservation of continu-
ous interaction will pose a difficult challenge for a design



methodology (and tool) that uses tasks, activities and tem-
poral relations [8, 18].

To ensure continuity the system can enforce rules that
guide the redistribution of the user interface elements. For
example; a possible constraint to support continuity is the
fixed task constraintwhich is formalized as follows: if a
task setTSi is executing and∃ a taskt in the set of all
tasksM and t ∈ TSi ∧ t ∈ TSj then t will not be re-
distributed when the user evolves from the execution ofTSi

to the executionTSj . In figure 2,task 3is an example of a
fixed task constraint.

In a task-centered approach we need to extend the se-
mantics of the task specification with new constraints be-
sides the temporal constraints and hierarchical structure to
optimize continuity during the design phase. Suppose, for
example, there are two tasks that can be executed in par-
allel and exchange information while performing (specified
asT1|[]| T2 in the CTT notation) two different constraints
can be identified for these two tasks:

1. both tasks should be observable at the same time by
the user, and

2. both tasks should be able to exchange data using some
kind of communication channel.

These two constraints should be enforced by the system
to prevent the execution of a task set becomes interrupted.
This can happen because one of the tasks is allocated to a
mobile device and moves outside of the range of the com-
munication channel. This constraint can only be enforced
by physical means, so the designer should be able to spec-
ify an alternative continuation if the task set execution of
the original task set was interrupted.

7 Case Studies

This section describes two different case studies that
were implemented in our research lab. The two prototypes
explore the use of federated devices as an enabling technol-
ogy for distributed user interfaces.

7.1 Distributed Web Interfaces

We enhanced a HTTP daemon so it could distribute the
parts of the same page to different devices. The HTTP dae-
mon combines two tasks: on the one hand it is a IDD, on
the other hand it serves webpages. The light-weight HTTP-
based daemon presented here supports the distribution of an
interactive web interface among different clients running on
heterogeneous devices such as PDAs, smart phones, desk-
top PCs, . . .

Devices are discovered and identified by using the en-
hanced UPnP discovery protocol. The devices that belong

Figure 5. An interactive website distributed
over three devices: the large screen shows
a picture, the lower PDA can choose an-
other picture, and the upper PDA presents
the zoom functionality.

to the same user according to the device profile are collected
into one device federation. Figure 3 shows a single webpage
that is conveniently distributed among a federation of three
devices. This approach can be naturally extended to serve
both co-located and distance users. A distributed user inter-
face can be shared among different users and can be used as
a collaborative user interface with no extra effort. The loca-
tion of the different user interface elements has a very wide
scale: even remote users that are separated by hundreds of
kilometres can use this approach to share and collaborate.
Figure 5 shows three devices that each present a separate
part of a website, allowing two users to collaboratively in-
teract with the same website through their mobile devices
and see the effect of their manipulations on the large screen.

7.2 Distributed Collaborative Peephole
Displays

The distributed collaborative peephole displays combine
PDAs with a 3D tracking system. The concept can be ex-
plained as follows: the different PDAs share the same ap-
plication, and each PDA functions as a separate “window”
on this application. Figure 6 shows the system in action.

Both PDAs know their own position in space and can
be used as peephole displays. The user can move her/his
PDA around to view other places on the shared canvas. Be-
cause of this two handed interaction, it is possible to draw
objects larger then the PDA screen (the long rectangle in fig-
ure 6). In this case both users can see the same object at the



Figure 6. A distributed paint application de-
ployed on two PDAs with location tracking
enabled. Two or more people can collaborate
using this system as a side effect of the dis-
tribution.

same time, this can be a problem when both users want to
edit it simultaneously. For this purpose we use a distributed
locking mechanism that secures simultaneous interactions.
When one of the users wants to edit an object, her/his PDA
will first acquire a lock on that object. It is impossible for
multiple users to have a lock on the same object at the same
time. All changes the user makes to the object are showed
on the other PDA in realtime. The lock will be released after
the other PDA has received all changes.

This example shows a different scale of distribution:
only users (and devices) that are nearby each other can use
this application. In this case the scale of the distribution is
limited because of the location tracking methodlogy that has
been used. The distribution scale can be widened by repli-
cating the tracking methodology at different places, but in-
teraction in the current application heavily depends on two
hands of different users working in the same physical area.
Also, this distribution only supports a limited range of de-
vices (PDAs), instead of the more heterogeneous environ-
ments that are supported by the previous prototype.

8 Conclusions and Future Work

In this paper we presented our ongoing work to support
the design, development and deployment of distributed user

interfaces. Currently we are using a bottom-up approach
in which we investigate how the three different distribution
dimensions proposed in this paper influence the continuity
and completeness as metrics for the usability of the dis-
tributed interactive system. The aspects location, devices
and tasks influence these metrics and provide a way to clas-
sify and determine the capabilities of a distributed user in-
terface. The designer should also be able to constrain these,
since change in device, location or task can lead to task in-
terruption or even an incomplete user interface that can not
provide the functionality to the user.

Some distributed user interfaces will only function in
close range on similar device, like the peephole prototype
presented in section 7.2, while other interfaces, like the
distributed web prototype presented in section 7.1, support
a wider range of different devices and less constraints on
the location of the user interface elements. In contrast, the
peephole prototype provides support for simultaneous inter-
action on shared resources without a central server thus al-
lowing for ad-hoc collaborations, while the distributed web
prototype is more limited since it needs a central server and
the user interface elements communicate through the server.
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